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Introduction

Beam Runner Hyper Cross (BHX) is a fast-paced futuristic racing game for the PC.  BHX uses our HyperX 3D graphics engine, as well as some auxiliary components.  HyperX uses DirectX 8.0 for rendering, input, and sound.  Both BHX and HyperX were designed and implemented during the Spring 2001 semester by Team Whoopass.  This document gives a high level overview of the main features of both HyperX engine and the BHX game code.

HyperX Components

HyperX is our custom graphics engine. It provides interfaces for scene management and display as well as resource management.  The user can define custom effects and materials with no recompilation, and can load models exported from 3D Studio MAX.  Primitives in HyperX including mesh models, billboards, particles, and beams.

Windowing and D3D Device Framework

HyperX includes a basic framework for initializing and instantiating the Direct3D 8 Device and a main application window.  This framework is largely based on D3Dcontext8, a set of classes and functions written by Wesley Hunt of iROCK Interactive.  We restructured Hunt’s framework to make possible the division of a HyperX application into two domains: the engine side and the application (game) side.  The main class on the engine side is D3DContext8, which is a singleton class which is globally instantiated exactly once in a HyperX application.  Global instantiation gives access to it’s functionality to any class that needs it.  This is important because it eliminates the need to pass a pointer to the D3D device to virtually every class that does anything with graphics, sound, or input.

The main class on the application side is D3DView8, which provides a basic application framework, such as an idle loop where windows messages are processed when received, and where game updates and display calls are made when no messages are awaiting processing.  Our main game class, BHX, is derived from class D3DView8.  This way we can override default functionality and tailor the game processing to our needs.

D3DContext8 provides an important internal class, D3DContex8::Listener.  This class contains methods for handling D3D Device events such as device resets and device rebuilds.  If one of these events occurs, all resources (such as textures or vertex buffers) that reside in graphics memory and that are not device-managed must be reloaded into that memory.  Listener provides an easy way for a class that must respond to these events to do so.  The class need only inherit from D3DContext8::Listener, implement the inherited functions (PrepareReset(), Reset(), InvalidateDevice(), and RebuildDevice()), and register itself as a Listener with the D3DContext8 singleton object.  Once the class is registered, if a device reset occurs, every listener will have its PrepareReset() method called just before the D3D device is reset, and its Reset() method called just after.  If the device must be rebuilt, every Listener will have its InvalidateDevice() method called just before the device is invalidated, and its RebuildDevice() method called just after the device is rebuilt.  In this way, D3D resource management is made clean and easy.

Math System

The math library included in HyperX is called HXMath.  It includes templatized vector (2, 3, and 4 element), matrix (3x3 and 4x4), and quaternion classes, as well as utility functions for performing common operations on planes, triangles, and axis-aligned bounding boxes.  All of the code in this library except for the quaternion class was borrowed (but often extended) from UNC’s GLVU graphics viewer (and thus early versions were written by Kenny Hoff). 

Camera

HXCamera, the camera class included with HyperX, is a standard vector-basis camera.  It, like most of the math system, was borrowed from GLVU.  However, it was modified to hide and provide accessors to previously public data members.

Singletons

HyperX and BHX make strong use of the Singleton design pattern.  Rather than duplicate singleton functionality in each singleton class, we developed (thanks go to Wesley Hunt for design tips) a singleton template base class called HXSingleton.  This class allows easy transformation of a class into a singleton class.  As an example, here is the code to do so for class D3DContext8:

#include <HXSingleton.hpp>

// forward, for singleton

class D3DContext8;

// singleton typedef: can only create the context with GraphicsContext::Instantiate()

typedef HXSingleton<D3DContext8> GraphicsContext;

class D3DContext8

{

public:

  void PublicMethod();

protected:

  D3DContext8();

  virtual ~D3DContext8();

};

To ensure that a non-singleton version of the class cannot be instantiated, it is advisable to declare the constructor and destructor of the class protected.  Now, to instantiate the singleton context:

GraphicsContext::Instantiate();

To destroy it:

GraphicsContext::Destroy();

To access public methods of the context, use either of the following:

GraphicsContext::InstancePtr()->PublicMethod();

GraphicsContext::InstanceRef().PublicMethod();

Resource Manager

The Resource Manager (HXResourceManager) handles loading, accessing, and destroying of resources such as textures, effects, meshes, and sounds.  It serves as a proxy to assure that resources that can be shared between user objects are in fact shared.  Rather than explicitly loading a texture, for example, an object that needs the texture simply calls ResourceManager::GetTexture(“foo.jpg”).  The Resource Manager maintains an internal mapping of filenames to objects, so when GetTexture() is called, if the requested texture has been loaded before, it will be returned immediately.  Otherwise it will be loaded and returned.   Equivalent Get*() methods are provided for other resource types.

Sometimes an object needs to be able to modify a resource.  For example, an object may want to use an effect (see “Effects”, later), but vary its parameters over time without affecting other objects that use the same effect.  For this situation, the Resource Manager provides Clone*() methods.  These are similar to the Get*() methods: if the resource has not been previously requested, it will be loaded and returned.  If it has, a clone of the resource will be made (resources must implement a deep copy constructor) and returned.

A planned future enhancement for the Resource Manager is selectable cache lifetime for loaded resources.  For example, the Get*() functions may accept an optional parameter to specify whether this resource should be maintained in the cache for the lifetime of the application, the game, the level, or some specified amount of 

time.

File and Hierarchical Archive system

HXArchive is a flexible and powerful data archive system that can be used to store and retrieve application data in a compact, searchable binary format.  HXArchive can be combined with HXFile to store archives in binary files on disk.  This combination gives us the filesystem framework upon which various level and other game data editors can be built.  So far we have only implemented a command line effect (“HFX”) file editor for mapping textures and parameters to shader files used to create an effect.

HXArchive allows the storage and retrieval of any built-in datatype, as well as user-defined datatypes.  Each stored item has an associated name, which is used for queries and retrievals.  Names can be duplicated, and in this way multiple items of the same name and type can be stored, and then retrieved in the same order for populating objects.  Not only can built-in and user datatypes be stored in an archive, but archives can also be nested within archives.  This is a very powerful tool because each class that needs to load data can implement a method that just takes an archive as a parameter.  Then, a game-level loader method can load an archive from file, and find internal archives for each object that it needs to initialize.  It can then just pass the internal archives to the load methods of those objects.

Vertex/Index Buffer Encapsulation

In Direct3D, all polygonal data is stored in a Vertex Buffer.  Polygon data can be represented as an explicit point for each vertex, or it can be stored without duplicates and ordered through the use of an Index Buffer.  In addition, some vertex data is static, and other data is dynamic and will be updated differently.  Different uses require different parameters to be passed to Direct3D.  We use template classes to encapsulate this functionality into a simpler interface.  Our index and vertex buffer classes are modified versions of code provided by NVIDIA Corporation and written by Sim Dietrich.

Textures

HXTexture is a simple wrapper around Direct3D textures.  It provides a LoadFromFile() method (although it is recommended to load textures through the ResourceManager); a GetD3Dtexture() method which returns the pointer to the actual D3D texture; a SetTexture() method which sets this texture as the active texture in the specified texture stage; and a GetResolution() method.

HXTexture also serves as a base class.  Currently, the only derived class of HXTexture is HXCubeTexture, which encapsulates the cube texture mapping functionality of Direct3D under the same interface as HXTexture.

Cube texture mapping can be used for environment mapping (as it is in BHX) in addition to many other effects.

Effects

HXEffect encapsulates extremely powerful functionality under a simple interface.  It is implemented using the D3DXEffect and D3DXTechnique architecture, which allows multi-pass, multi-texture effects to be defined in a simple text file format.  Through these shader (“.sha”) files, the user has access to any texture stage or render state that Direct3D 8 offers, as well as to the use of multiple constant, matrix, vector, and texture IDs.  Below is an example .sha file:

//

// Sample Effect

// This effect adds two textures, using single pass or multipass technique.

//

texture tex0;

texture tex1;

// Single pass

technique t0

{

    pass p0

    {

        Texture[0]   = <tex0>;
    // Set the textures for stage 0 and 1

        Texture[1]   = <tex1>;

        ColorOp[0]   = SelectArg1;  // Texture stage0 just takes color of tex0

        ColorArg1[0] = Texture;

        ColorOp[1]   = Add;         // Texture stage1 adds tex1 to the result of stage0

        ColorArg1[0] = Texture;

        ColorArg2[0] = Current;

        ColorOp[2]   = Disable;       // Stages after stage1 are disabled for this effect

    }

}

// Multipass

technique t1

{

    pass p0

    {

        Texture[0]   = <tex0>;        // Only stage0 is used

        ColorOp[0]   = SelectArg1;

        ColorArg1[0] = Texture;

        ColorOp[1]   = Disable;  

    }

    pass p1

    {

        AlphaBlendEnable = True;      // Since multipass, can’t use texture blending!

        SrcBlend = One;

        DestBlend = One;

        Texture[0] = <tex1>;

        ColorOp[0] = SelectArg1;

        ColorArg1[0] = Texture;

        ColorOp[1] = Disable;  

    }

}

The shader file specifies a number of techniques, or algorithms for accomplishing the effect.  Usually the techniques are ordered from fastest (but requiring the most advanced graphics hardware) to slowest (but needing only simple hardware).  Each technique in a shader file is composed of one or more passes.  Each pass can set any texture stage or render state.  In addition, the shader file may specify a number of parameters, which are four character identifiers that are referenced using the ‘<id00>’ notation used above.  In our current implementation, only texture parameters are available.  Later, constant, matrix, and vector parameters will be supported.  At load time, the HXEffect iterates over each technique in the file and validates it, to determine if it is compatible with the available graphics hardware.  When it finds a valid technique, it initializes the technique for use at rendering time.

Because textures are referenced by an ID in a .sha file, rather than by filename or pointer, a mapping must be created between textures and IDs.  This can be done in one of two ways.  First, HXEffect provides two functions, AddTexture() and AddTextureByFilename().  These take a texture pointer or a filename, respectively, as well as an index to indicate which ID in the .sha file this texture maps to.  The second way of providing a mapping is by creating an HFX file (.hfx extension) using the HFXEdit application.  This application allows the user to enter a shader filename and any number of texture filenames and types (normal or cubemap).  This file can then be directly loaded into an HXEffect via the LoadFromHFXFile() method.

Objects are usually rendered with HXEffects through the HXMaterial interface shown below.  However, HXEffect provides an identical interface for rendering without HXMaterials.  This interface is in fact used by HXMaterial for rendering objects with effects.  See “Materials”, below.

Materials

An HXMaterial represents material properties like diffuse, specular, and ambient reflectances, shinyness, etc.  It also holds a pointer to an HXEffect, which is used to implement much more complex rendering styles on objects.  Every renderable object in HyperX has an associated material.  Most often, this material is grouped with the object data and transformation in a RenderableInstance object.  In fact, most rendering is performed through the HXMaterial::DisplayWithMaterial(HXRenderable* pRenderable) method.  This method sets up the material properties and then renders the renderable with the material’s HXEffect.

For objects that cannot be rendered this way, another rendering path is provided.  For example, HXMeshModel may actually contain several sub-meshes, each with its own material.  These sub-meshes are not HXRenderables, and therefore cannot be rendered through the DisplayWithMaterial method.  For this purpose, HXMaterial provides the BeginMultipassDisplay(), EndMultipassDisplay(), and SetPass() methods.  These (despite their names) can be used for single or multipass rendering, and they have no input parameters.  The user simply wraps any renderable display code with calls to BeginMultipassDisplay() and EndMultipassDisplay() and a loop over the number of passes that calls SetPass() with the pass number, and HXMaterial takes care of the rest.

Renderables
A renderable is any object that can be rendered to the device, such as: meshes, triangle models (.tri), vertex buffer renderer, beam renderer, particle system renderer, billboard renderer, skybox, planes, etc.  A billboard is not a renderable, since it does not know how to render itself, instead it uses the billboard renderer.  Some models, such as a ship, have only one renderable mesh, which is instanced in various places (this is discussed later).

Meshes
The DirectX 8.0 SDK contains a graphics utility library called D3DX that contains many useful classes, such as the D3DXMesh class.  DirectX 8.0 uses “X Files” to store models and many other data types, this file format can store information in binary or ascii text.  An X File exporter exists for 3D Studio MAX and Maya, which we use to store our meshes.  We then use the D3DX API to load data into and initialize our mesh class.  The mesh class allows multiple textures, materials, and multipass effects, as well as many other features.  The mesh is grouped into sub-meshes based on textures.  The mesh also has its own display function.  The only problem is that the exporter seemed to have a problem inserting texture names into the file, so they must be inserted by hand.  The mesh class provides functionality for optimization of the mesh for triangle stripping, minimum render-state changes, and many other features including Hoppe's progressive meshes.

Renderable Instances
There are many renderables that may have multiple instances throughout the game, such as traffic and weapon rounds.  Instead of duplicating the renderable data multiple times, a simple instancing scheme can be used to obtain the desired results.  An instance of a renderable can store position, orientation, materials, and other attributes that can be used on a per-instance basis.  In the case of traffic, the model to world transform is set by the instance, and then the renderable is displayed in its own local coordinate system, this is done for each instance.

Sprites 

Sprites are most commonly associated with a heads up display (HUD) in a game.  The HUD is overlayed after the scene has been rendered.  An example of a HUD element is the speed readout.  The HUD is specified in terms of screen space, and therefore sprites are used to display them since only 2D geometry is used.  Sprites use a material (possibly with texture) and contain screen space coordinates.
Scene Manager
HyperX contains a scene manager that stores renderable graphics objects and their instances.   The scene manager is a singleton, only one instance should exist at any time, since it is the centralized repository of the renderable objects.  The main function of the scene manager is the Display call.  The member function Display is given a camera, which it currently uses for view frustum culling of instances.  After view frustum culling is performed, each visible instance is rendered.  Currently a brute force culling of all instances is being used, there are no scene hierarchies.  However, modifying the scene manager to use a different algorithm is very simple and would be transparent to the rest of the engine.  Optimizations based on render state can also be accomplished, grouping instances by texture, materials, or effects can be done easily.  Render state changes should be kept at a minimum if possible, due to the overhead costs of switching state and possibly having to load data from the host (i.e. swapping textures).  When the scene manager is destroyed, it will destroy all of the data, objects and instances, it contains. 

Billboard Manager
HyperX contains a billboard manager that contains various types of billboards that can be used and reused throughout the game.  The billboard manager maintains a pool of unused billboards, as well as lists of billboards that are currently in use grouped by material.  When a billboard is requested, the manager checks to see if there is a free billboard for use in the pool, if so it will return the object to the calling function.  If no billboard exists, the manager will create a new billboard and return it.  In either situation, the returned billboard must then be re-added to the manager after its information has been filled out.  Each billboard contains a material (colors, textures, etc), as well as other information (position, etc).  The manager groups billboards according to their material, so that when they are rendered, minimum render state will change between successive billboards.

struct HXBillboardGroup

{

std::list<HXBillboard*>
pBillboards;

HXMaterial*


pMaterial;

};

The billboard renderer iterates through the groups of billboards (grouped by material), rendering each group.  The weapon rounds are a good example of using the billboard manager.  Each new round inserted into the game uses a billboard for rendering.  When a weapon round expires, the billboard manager moves the billboard back into the pool to be used again.  The pooling of billboards helps cut down otherwise many expensive calls to create and delete memory.  The billboard manager has a member function to set the up and right vectors of the camera.  The manager iterates through all the billboards, calling their update function, which will orient themselves to the camera.  The billboard manager does not perform display itself because it has no knowledge of graphics information such as the API, vertex structures, etc.  The billboard renderer has knowledge of the graphics and will perform the rendering.

Billboard Renderer
HyperX contains a billboard renderer which has a pointer to a billboard manager, and a pointer to a vertex buffer renderer.  The billboard renderer iterates through the billboard groups (grouped by material).  The billboard information for one group is collected in a vertex buffer and sent to the vertex buffer renderer for display.  The billboard renderer uses a vertex buffer renderer to perform the actual display of the vertex buffers.  The billboard renderer fills a struct with the needed information to be used by the vertex buffer renderer.  This structure does not need to have API specific information, it can be enumerated information (such as triangle strips, etc.), which can be deciphered by the vertex buffer renderer and translated to the necessary API for rendering.

Vertex Buffer Renderer
The vertex buffer renderer has the direct knowledge of the API being used for rendering.  Given a structure filled out with information, such as vertices, indices, primitive type, etc. the renderer will convert this to the specific format used by the API.  The vertex buffer renderer acts as the main connection between the API and the engine, to switch API's would mostly require work changing the vertex buffer renderer, providing the new API uses somewhat similar data representation.
Curves / Beam Renderer
The 'road' in this game is made up of multiple curves in space. These glowing 'beams' of energy are what the ships race on. These are stored as piecewise linear segments.

Rendering of the beams is accomplished efficiently with triangle strips. Two-point (or cylindrical) bill boarding is used. The polygons are always tangent with the beam and perpendicular with the eye. An additively blended texture of a circle is used. Texture coordinates are modified to provide variation in the beam, and to fade it out in the distance.

Culling of beams is done making use of coherency of the scene. In and Out points are stored for each beam, and for each new frame they are updated. The cost for doing this is very small, because the camera moves only a small amount per frame. Thus local segments from extremely long beams can be rendered very efficiently.

BHX Components

BHX, or Beam Runner Hypercross is the game that we built on top of the HyperX graphics engine. In making BHX we implemented some of the fundamental components present in most commercial games, such as game physics, collision detection, AI, a camera model, dynamically generated game objects, and more. We also explored some of the difficult creative challenges involved in making a fun, playable game. Such challenges included making compelling artwork and models, designing a HUD (heads up display) that has an interesting look and provides useful player feedback without distracting the player from the game, and tuning the game play, the driving model, power up distribution and opponent AI, to try and make a balanced game which is fun to play, and not too easy or too difficult to win. 

Game Object Manager

The game object manager is what controls all of the action of the game. It is a singleton class and  which holds all game objects, ships, gun turrets, weapon rounds, weapons etc. Most game objects have associated renderable representations, which can be drawn to the screen. Updating the positions and orientations of these renderable instances is the main method that BHX uses to interface with the HyperX engine. The main task of the game manager is to perform the Update() call. This function iterates through all game objects and has them update their position and game state based on either physics simulation, AI control or user input.

Game Objects:

GameObject Base Class

This class encapsulates the basic traits shared by every game object and also allows the game object manager to use polymorphism to deal with all game objects in a unified manner. The game object base class stores the game object’s position vector and rotation matrix, as well as a pointer to its associated renderable instance, if one exists. Another important member variable in the game object is the IsAlive flag. This is set to false when the game object is no longer needed in the game. If the flag is set to false, the game object informs its associated renderable instance that it is not needed. Once a game object’s IsAlive flag is set to false, for the remainder of the current frame, all other game objects with pointers to the dead game object have the opportunity to check the IsAlive flag and invalidate the pointer. At the end of the frame all game objects with their IsAlive flags set to false are removed by the game object manager and their memory is released. In this manner we are able to manage the game’s object data without the need for a smart pointer system.

Ships

Ships are the main actors in our game. They travel on beams and have weapons to shoot at opponents. The ship’s movement comes from its ability to take steps along a beam with fixed real world speed independent of beam segment length, and to align its heading with the tangent of the beam. Both of these functions rely on methods in the HXCurve class to tell the ship its new position and heading direction after a certain sized step on the beam. The ship class itself contains code to update the position of the renderable instance and to compute the transformation that aligns the ship to the desired direction and roll.  The ship’s speed, roll on the beam, and the aiming direction for its weapon is specified by an external controller which sends commands to the ship, via the controller / controlled interface. One important feature of the ship’s weapon system is its ability to target specific enemies. Targeting is done by view frustum picking for human controlled ships, and through targeting directives for AI controlled ships. To shoot at a targeted object the ship uses a linear prediction to guess where the object will be when its weapon rounds reach it and aim for that spot. We also implemented a driving model for ships, which modifies the speed of the ship on the beam based on gravity and a beam drag force. Gravity slows ships down when they move upward (along the positive y-axis in world space) on the beam and increases their speed when they move downward. The drag force was added to introduce some subtlety into the game play. Players lose less speed if they roll the ship so that its up vector is more parallel with the normal of the beam. This forces players to lean in to turns in a fairly intuitive manner and gives an opportunity for skillful players to excel in the race.

The ship class maintains direct pointers to the game objects that it needs to interact with. These include its weapon, its beam and any enemy object it is targeting. It also has the ability to add new game objects to the GameObjectManager. This happens whenever the ship is destroyed and its death explosion is added to the system.

Every ship is initialized with a BHXShipAttributes struct which contains its intrinsic parameters.

struct BHXShipAttributes

{

  // model dependant orientation parameters

  Vec3f vBaseFront;          

// ship's initial forward direction vector

  Vec3f vBaseUp;              

// ship's initial up direction vector

  Vec3f vBaseRight;          

// ship's initial right side direction vector

  // gameplay parameter limits

  float fMaxSpeed;            

// maximum speed m/s

  float fMinSpeed;            

// minimum speed m/s

  float fMaxAimAngle;    

// maximum aim range in any angular direction (radians)

  // gameplay parameter increments

  float fRollIncrement;       

// roll increment in radians;

  float fSpeedIncrement;    

// accelerator/break speed increment. m/s

  float fAimIncrement;       

// aim increment in radians

  // weapon placement

  Vec3f vWeaponPivotOffset;   
 // the pivot point of the weapon, through which aiming occurs.     

  Vec3f vWeaponOffset;         
// position of weapon on ship

  float fWeaponRoundStartDist; 
// distance along aim vector from weapon position to start weapon round.

  // death explosion

  BHXExplosionAttributes sDeathExpAttribs;  //  death explosion attributes

  // health information

  float fMaxHealth;            

// ship maximum health

  // collision information

  float             fCollisionRadius;

// collision sphere radius

  BHXCollisionGroup cgCollisionGroup;
// collision group

};

Gun Turrets 

The gun turrets are dynamically created game objects (see Enemy Factory below) that sit near beams and shoots at passing ships. They have the same targeting and aiming functionality as ships, but lack any ability to move. When aiming at targeted ships they only pivot around their vertical axis. 

Weapons

The weapons factory allows creation of many combinations of weapons without having to subclass each weapon.  A weapon is defined with various attributes such as:  firing rate, number of rounds, round speed, round lifetime, round direct hit damage, round splash radius, round splash damage, etc.  By changing these intrinsic characteristics of a weapon, a new weapon is created.  To create a weapon, the appropriate attributes are set as desired and passed to the new weapon for storage.  One other property associated with a weapon is the type of round it fires.  The weapon rounds are enumerated, with each enumeration corresponding to a different class.  When a weapon is fired, the game object manager is notified and a weapon round is inserted into the game given its proper characteristics.
struct BHXWeaponAttributes

{

  float fFiringRate;

// The firing rate, how much time must elapse before firing a round

  float fSplashRadius;

// The weapon splash radius

  float fSplashDamage;
// How much damage is done from the splash (not a direct hit)

  float fRoundDamage;
// How much damage is done from a direct hit

  float fRoundSpeed; 

// The relative velocity of the round compared to the ship

  float fRoundLifetime;
// The lifetime of a round

  float fRoundRadius;

// The radius for a bounding sphere

  int   iNumRounds;

// The number of rounds in the weapon

  int   iMaxRounds;

// The maximum number of rounds the weapon can hold

  BHX_WEAPON_ROUND_TYPES eType;
// Type of round the weapon shoots

  BHXExplosionAttributes sExpAttribs;

// The explosion attributes

};
Weapon Rounds

Weapon rounds each exist in a class of their own derived from a base class, unlike the weapons factory.  Each weapon round renderable must be registered with the game object manager.  The game object manager handles inserting weapon rounds into the game, given an enumeration for a type of round, it selects the appropriate renderable from its registered list, combines it with a game object, and adds it to the game simulation.  The weapon round is responsible for updating it's position, orientation, etc. which can be based on any type of algorithm desired.  Each weapon round also has a collision bounding volume that is used for collision detection.  When a weapon round collides with an object, an explosion is created, and the weapon round is removed from the game.  If a weapon round's lifetime expires, it is also removed from the game.

Explosions

Explosions operate very similarly to weapon rounds.  A simple example, each object in the game has an explosion for when it dies, the object tells the game object manager to add the appropriate explosion.  The game object manager finds the appropriate explosion from its registered list and adds it to the game. 

Collision System

The collision system uses bounding spheres to approximate game objects like ships and weapon rounds. Each game object, if it can collide with others, adds a bounding sphere to the collision system when it is created. At each frame, the system checks for any collisions between these bounding spheres. Special care was taken to prevent unwanted collisions, such as weapon rounds hitting other weapon rounds or weapon rounds hitting the game object that fired them, from being detected. If a valid collision is detected, we compute a simple collision response based on the types of the objects involved. This is done using partial RTTI information derived from the object’s collision group. For example if a weapon round hits a ship, the collision system can detect this because one collision object will be in BHX_COLLISION_GROUP_SHIP and the other will be in BHX_COLLISION_GROUP_WEAPON_ROUND. The collision response function casts the pointers to the game objects to their appropriate types and applies a collision response directly to the ship and weapon round’s game state. So the weapon round would be destroyed, the ship loses health, jars to one side, loses speed, and an explosion is created at the point of impact. These physics responses are what prevent objects from passing through each other.  Two ships that collide on the same beam experience a fully elastic collision that shoots the slower object ahead and slows down the faster one.  

Enemy Factory

The enemy factory is the mechanism that we use to generate the unending supply of simple enemies, like gun turrets and traffic, in the game. The enemy factory uses enemy molds to create and manage the different kinds of dynamically generated enemies. The enemy mold for each enemy type must be initialized with all of the information necessary to create a game object of that type. It will then have the ability to create an instance of the enemy at some random position beyond the camera’s far plane, ahead of the player. Creation of a new instance of a particular enemy type, like traffic, is allowed only if we have not already created the maximum allowed number for such objects and if a random check succeeds. These two controls prevent too many enemies being created at one time, and allow the level designers to control the number and distribution of dynamically created objects. The enemy mold also keeps a list of all of the enemies it has created. This is to keep track of how many enemies are in existence at any time, and to allow the enemy mold to destroy enemies that are far enough behind the player that they can’t impact the game. The enemy mold uses its list of active enemies to answer queries to find the nearest enemy to a particular location or on a particular beam. This functionality is what enables the opponent ship AI controllers to choose traffic and gun turrets that may impede their path as weapon targets and destroy them. 

Race Manager
The race manager keeps track of the ships that are competing in the race. Important responsibilities of the race manager are to calculate each racer’s race position, and amount of race completed for the heads up display. The race manager must also answer queries like who is the leading racer, who is the nearest racer to a particular position, who is the healthiest racer near a particular position etc. These queries are used by the opponent and gun turret AI controllers to pick other opponents as targets to shoot at.

View Manager

The view manager maintains camera views and encapsulates the beginning and ending of frame display.  The view manager maintains a number of views, which implement an interface that includes camera update, scene begin and end, camera access, and window size change response methods.  The view manager provides access to and selection of the current view from its list of views, as well as top level view update and scene begin and end methods (which simply call the corresponding methods in the active view object).  

This design allows easy extension and modification of a game’s “cinematography”.  For example, our game, BHX currently only has a 3rd person chase view.  However, it would be a matter of less than an hour of work to add a static camera view, a backward-looking leading view, a race leader view, or anything else one can imagine to do with the camera.  The design also provides for a central repository that holds and maintains the active camera and window parameters.  Since the view manager is a singleton object, access to cameras and window parameters by any class in the engine that needs them is as easy as including a header file.

Controllers and Controlled Objects

The best example of a controlled object in a racing game like BHX is one of the racers.  Since the player in BHX is racing against computer-controlled opponents, it is obvious that the control of a controlled object may originate from any of a number of sources.  Rather than create multiple types of ships – one human controlled, one computer controlled, perhaps even one network player controlled ship, we decided to abstract the controller / controlled into two templatized abstract base classes, BHXController and BHXControlled.  

A BHXControlled derived class must implement only two methods: SetController() and UpdateStateFromControls().  The former just takes a pointer to a BHXController and tells the controlled object where to look for control state updates.  UpdateStateFromControls is must query the controller for the current control state, and then respond appropriately.  

A BHXController derived class must implement only a single method: GetControlState().  This function is intended to be used by the controlled object that is controlled by this controller to query the current control state.

Both classes are template classes, and the template parameter is a structure representing the control state for the type of object being controlled.  As an example, the BHXShip class is defined as follows:

class BHXShip: public BHXGameObject, public BHXControlled<BHXShipControlState>

{

…

};

Here, BHXShipControlState is a structure that contains state representing things like steering, acceleration and braking, aiming, and firing.  To control a ship, we have implemented to types of controller.  One is a BHXInputShipController, and the other is a BHXAIShipController.  The InputShipController simply gets input state from the Input Manager and maps it to the ShipControlState struct.  The AIShipController produces control state based on heuristics that take information about the world as input.

One can imagine that in a networked version of BHX, we would create a NetworkShipController, which gets control state for a ship from network messages that originate from a remote host where human control input, via an InputShipController is controlling both the local BHXShip and a BHXNetworkShip (which also inherits from BHXControlled, but simply forwards control state in the form of network messages).

AI Controllers
As mentioned above, each ship or gun turret has an associated controller. For all objects other than the ship controlled by the player of the game, this controller implements some kind of AI behavior. The simplest AI is for the traffic, which just accelerates and brakes in order to travel at a fixed velocity. A more complicated AI is in the gun turrets. These have no movement component, so the AI only needs to chose the racer that travels on the beam the gun turret is guarding  (using the queries mentioned above in the Race Manager) and if it is close enough to the gun turret to target the racer and shoot. 

The most complicated AI is used to control all opponent ships. These AIs regulate the ship’s speed and fire the ship’s weapon at specific targets in an effort to win the race. The choice of weapon target for the opponent was carefully chosen to mimic common player behavior. First the opponent will shoot at any traffic or gun turret that blocks its path. Next in priority is the directive to shoot at any other nearby racers. Third is the directive to shoot at any nearby traffic or power-ups. The overall goal was to create opponents that made the game challenging but not impossible to win, and when observed by the player behaved in manner that plausibly mimicked another human player’s behavior. 

Input Manager

The BHXInputManager abstracts the implementation of device input state retrieval into a simple interface that provides only Initialize, Shutdown, Update, GetState, and ResetState methods.  This way, we can choose to implement input state retrieval in whatever way we choose.  In the current implementation, we use DirectInput 8 with its new action mapping features.  This allows us to map enumerated state labels to specific types of input – axes or buttons – and let DirectInput automatically detect input devices that fit our needs.  DirectInput also provides a default dialog that can be displayed to allow a user to re-map actions to input controls.  By providing each action mapping with a string, the dialog can display useful names for each action so that the user can intelligently choose controls for each action.

Our Input Manager supports any compatible device.  This includes mouse and keyboard, and any of a range of USB input devices such as joysticks, gamepads, pedals, wheels, and yokes.

Audio

Music and sound effects are supported in the engine. A simple interface to the DirectX audio API allows sound files to be loaded efficiently. DirectX manages all data. To create sound effects, a single function call is added at proper points in the code. Sound effects are blended with background music, which repeats over the course of the game.

The volume of the sound effects is varied under certain circumstances. In some cases, all sounds which are happening to the player are played at a higher volume. Other sections of code perform a distance calculation to the camera’s eye point, and the volume level is selected accordingly. 

Startup and Shutdown

The startup and shutdown sequences were designed to have a few introduction screens, such as team name, credits, name of the game, racer select.  When the race finishes, a message should also be displayed showing the results of the race.  These messages were chosen to be included in the heads up display (HUD), since they are sprites.  The game maintains its state, such as:  introduction, credits, countdown, racing, finished, and a few others.  When a game is in the introduction state, no game objects are being updated (ships, enemies, etc.) and only the introduction graphics are being displayed.  When the race is in countdown mode (start of race), the racing environment is being displayed, but no simulation is being performed.  Each message element is turned on/off based on the state of the game, simple sprites are drawn for the various introduction screens.

Procedural Level Generation

The course is generated procedurally as the game starts. A flying turtle (Virtual Reality term for a position & orientation used to navigate geometry) moves at a constant speed, and steers towards a magnet point. The magnet point darts along a random path. The result is a smooth and graceful curve. This is repeated for each curve, allowing them to flow gracefully along each other. The course is laid out globally on a line, giving the sense of a race, verses a tightly knit roller coaster. 

‘Heads Up Display’ (HUD)

The HUD plays an important duality of providing the player with information as well as further imersing them in the racing experience.  The HUD was designed as a cluster of classes that organized sprites onscreen rendered in stationary positions.  Each piece of the HUD provides the player with all the information necessary to make quick and intelligent decisions on the fly.  Simple yet necessary elements such as the player’s velocity, remaining ammo, and current ranking in the race were all included, but further steps were taken to immerse the player in the race by implementing an accurate weapons crosshair, targeting reticles that would track onscreen the enemy currently being targeted, and printing onscreen names for the racers on the beams currently in front of the player.  The system of HUD classes that organized the data was designed to allow for further pieces to be added to the screen at the artist’s descretion.

Auxiliary Components

Particle System

The particle system used in HyperX is “Particus”, written separately by Mark Harris.  It is used as an unmodified, external library.  Since Particus provides no rendering functionality (it is intended to be portable and API Agnostic), HyperX provides a custom, optimized vertex buffer-based particle renderer.

Particus is a fast, powerful, and extensible particle simulator.  It provides efficient Euler and fourth-order Runge-Kutta ODE integrators for simulation.  Particus manages a pool (with no dynamic allocation / deallocation during simulation) of particles that each holds state such as position, velocity, color, texture coordinates, radius, and so on.

Everything in Particus is an operator.  Not only can the user create forces that act on particles through the use of these operators, but she can create other types of operators, like color changes, faders, shape changes, texture animators, and more.  We have used particus to implement all of these, as well as collision-type operators such as spherical and planar reflectors.  Every operator must implement only one method: Apply().  This method may operate on every active particle, just a single particle, a pair (spring-mass), or an arbitrary subset of particles.

Through this simple but powerful design, Particus must maintain only the pool of particles and a list of operators.  Then, to update the state, it simply integrates over time, and at each timestep traverses the operators and applies each one.

Conclusion

In conclusion, the overall project was a success, both HyperX and BHX are powerful engines that can be reused and extended.  The teamwork was outstanding and each member put forth a tremendous effort to get the job done.

About the Team

Team Whoopass currently houses five graduate students studying computer graphics in the Department of Computer Science at the University of North Carolina at Chapel Hill.  The team was formed in December of 2000 in anticipation of creating a videogame during the spring semester of 2001.  The goal of designing and implementing a 3D engine, as well as a game that utilized the engine was ambitious, warranting the name “Team Whoopass”.  The goal was successfully completed and the game was presented Thursday May 3, 2001 at 12:30 pm.
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